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Abstract. This work presents a methodology that makes use of Artificial Neural Networks (ANN) as an instrument 

for enhancing the results obtained by low cost Computational Fluid Dynamic (CFD) tools when used in analyzing 

hydrofoils undergoing cavitation. At present, any accurate solution of this complex fluid dynamic problem requires 

the use of high level CFDs at an elevated computational cost. The results obtained by the proposed approximation 

present an accuracy level comparable to that obtained with advanced CFD simulations at much lower computational 

costs. To achieve this goal, a set of solutions obtained by using a high level CFD is used for training the ANNs and 

testing the results obtained by the proposed approximation.  
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1   Introduction 

Computational Fluid Dynamic (CFD) solvers are widely used today as an analysis or design tool in many different 

applications of practical interest, but in some cases the required computational cost associated with their use is very 

high. For this reason, a lot of effort is being spent on designing methodologies and strategies that can be used to reduce 

this cost.  

One example of these complex fluid dynamic problems is the design of hydrofoils susceptible of undergoing 

cavitation, as is the case in some high speed boats or in hydraulic machinery. A correct design under this circumstance 

is of primary importance because cavitation is a phenomenon that significantly affects the foil performance and, in 

addition, generates erosion and noise. The latter effects are due to the collapse of cloud vapor cavities in the vicinity of 

the foil surface. It is now widely accepted that CFDs constitute the most reliable method for capturing these 

phenomena. However, the main drawback of using CFDs when solving this type of problems is their high 

computational cost, which reduces their suitability when using them within optimization or design processes.  

In the present application we are going to focus on the effect of cavitation on hydrofoil performance. Consequently, 

we propose here the application of a combined CFD - ANN methodology as a computational tool to predict at a reduced 

cost the influence of cavitation on the foil lift and drag. The ANN needs to be trained with a large quantity of 

trustworthy data, and one of the main difficulties in the present application is to generate this data. In the case of 

cavitating foils, experiments are not only expensive and time-consuming, but they are also affected by scale effects that 

are difficult to account for. In addition there are no suitable results available in the literature for 2D cavitating foils; 

therefore it is generally more convenient to obtain the reference results for ANN training by using a high fidelity CFD 

model instead of performing experimental tests. In the present paper, this procedure is applied to the prediction of the 

influence of different forms of cavitation on the lift and drag of a hydrofoil. 

2   Proposed Approach 

The idea is to compute lift and drag forces by using a coarse mesh and a low-cost CFD model for cavitation, and then 

let the ANN make the corrections instead of running a full two-phase code including phase change and interface 

tracking. As a first stage, a sensitivity study is performed to determine the parameters of the reference two-phase 

simulations that will later be used to train the network. In these high-fidelity CFD simulations, cavitation modeling is 

based on a transport equation for the vapour volume fraction that is solved together with the continuity and momentum 

equations of flow. Two mass transfer models are incorporated as source terms in the continuity and vapour fraction 

equations to account for the creation and destruction of vapour respectively. The validation process relies mainly on the 

choice of the mass transfer model and the tuning of the empirical constants that appear in it. The later are not universal, 

and depend on the geometry and flow conditions. In the present case, they have been adjusted in order to have a vapour 

fraction field consistent with the pressure field. As far as flow modeling is concerned, Implicit Large Eddy Simulation 

(ILES) is used with a suitably fine mesh. In ILES, the effect of the unresolved turbulent scales on the largest ones is 

modeled by the dissipative behavior of the numerical schemes. This way, we can achieve a highly resolved and time 

accurate solution, preserving a reasonable computational cost. Finally, the interface between water and vapour is 

tracked using a Volume Of Fluid (VOF) method. This approach allows capturing the dynamics of the cavity that forms 
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on the suction side of the foil [1] and the time averaged lift and drag coefficients are expected to be predicted rather 

accurately. The simulations are performed here for one 2D foil geometry (NACA0015), with a mesh of 20,000 cells. 

The mass transfer model is based on the work of Sauer [2]. Depending on the flow conditions, the CPU time required 

for 1 second real flow time is between 330 and 480 hours.  

In the low cost simulations, cavitation is modeled through a barotropic equation of state which relates directly the 

density field to the pressure field. The water-vapour mixture is assumed to be perfectly homogeneous in each cell 

(¨Homogeneous Equilibrium Model¨) and a linear model is used for the compressibility of the mixture. The equation of 

state is injected in the continuity equation to produce a pressure equation that is solved in conjunction with the 

momentum equation. This method is computationally much cheaper than solving the transport equation for vapour. The 

computations are performed on a mesh of 4,500 cells, using a Reynolds Averaged Navier Stokes (RANS) model for 

turbulence (k- SST) and wall functions on the foil. The CPU cost for 1 second flow time is between 2 and 4 hours, 

which makes it two orders of magnitude lower than with the two phase solver. Both solvers are available in the 

OpenFoam


 open source CFD code, under the names cavitatingFoam and interPhaseChangeFoam.  

3   Numerical Experiments 

The predictions of the two solvers are compared for a 2D NACA0015 foil at an angle of attack  of 7 and a Reynolds 

number based on the chord length and the free stream velocity Re=6.5.10
5
. They are also confronted with the 

experimental results of Amronin et al. [3] for different values of the cavitation number  defined as: 

  
    
 

 
    

 
 . (1) 

(Pv being the vapour pressure and U the far field velocity). As expected, figure 1 shows that the evolution of Cl is 

better recovered with the high fidelity model: the plateau of constant Cl for   1 is qualitatively well predicted, while 

the lift decreases continuously with  in the low cost simulations. This is because the barotropic model does not allow 

capturing the dynamics of the vapour cavity in regimes of patch and unsteady sheet cavitation (see figure 3 for a 

mapping of cavitation regimes). At higher cavitation numbers, the periodic shedding of the cavity is such that the 

average lift coefficient is not overly affected by its presence. With the barotropic model, the cavity remains attached 

permanently, inducing a continuous drop of Cl as its size increases with decreasing . Although Cl is underpredicted by 

up to 20% with the two-phase solver at higher values of , we will consider these predictions as the reference values for 

training the ANN. In order to evaluate the capabilities of the ANN, the most important point is to reproduce the 

qualitative behavior of the coefficients with cavitation, not their absolute value. Once properly set, the network can 

always be run in the future with experimental values. This underestimation of the lift in cavitating conditions is a well-

known inaccuracy due to wall modeling. Only the full computation of the near-wall region would allow overcoming 

this problem, but the computational requirements are such that we cannot foresee this approach for the time being. 

Figure 2 shows that the drag coefficient is well predicted with the two-phase code, while with the barotropic model, it 

experiences a monotonic decrease as   increases. This is also due to the permanent attachment of the cavity on the foil.   

Now that the results have been qualitatively validated against experimental data, the network is trained with the CFD 

generated data for the NACA0015 foil at a Reynolds number Re=6.5.10
5
 in a large set of configurations. In figure 3, the 

conditions of the data set are presented on the mapping of cavitation regimes on a NACA0015 foil proposed by Effertz 

et al. [4]. It can be immediately seen that the wide range of conditions covers all possible cavitation regimes, from 

bubble to patch, partial sheet cavitation and quasi supercavitation, including no cavitation cases. The sample set 

includes a total of 29 cases. The low number of test cases is due to the fact that the two-phase simulations are very 

demanding in terms of CPU time: each of them requires 14 to 20 days of computation on 8 processors in parallel. 
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Fig. 1. Validation of Cl for the reference two-phase simulations (=7, Re=6.5.105). 



 

Fig. 2. Validation of Cd for the reference two-phase simulations. 

4   ANN Methodology and Results 

We have opted for a multi-layer feed-forward network with 4 neurons in the input layer (, , Cl, Cd) and 2 neurons 

in the output layer (Cl, Cd). The input force coefficients are the ones obtained using the barotropic solver, while the 

target coefficients are the ones from the two-phase simulations. Because of discontinuities in the evolution of the 

coefficients, we use two hidden layers, with 8 neurons in each one of them. This number turned out to be optimum for a 

good learning efficiency, avoiding overfitting. With such a small sample set, we easily encounter generalization 

problems during training. One solution is to apply early stopping, using part of the sample set as validation data to stop 

training before overfitting occurs. However, this forces us to sacrifice part of our data set for sake of controlling 

training, while we could make the most of it for training itself. Therefore, it was decided to use regularization methods 

to improve generalization. These methods involve modifying the performance function, which is normally chosen to be 

the sum of the squares of the network errors on the training set. Basically, a term is added, that consists in the mean of 

the sum of the squares of the network weights and biases. With this new performance function, the network turns out to 

have smaller weights and biases, and this induces a smoother response of the ANN and a lower tendency to overfit. The 

performance ratio quantifies the relative importance of the mean squared errors and the mean squared weights. 

Determining its optimum value is a delicate task because if this parameter is too large, overfitting might reappear, and if 

it is too small, the ANN does not fit the data adequately. For this reason, we turned towards automated regularization, 

where the parameters are automatically set. The most classical approach for that is the Bayesian framework [5], in 

which the weights and biases of the network are assumed to be random variables with specified distributions. The 

regularization parameters are related to the unknown variances associated to these distributions. This algorithm provides 

a measure of how many network parameters (weights and biases) are effectively used by the ANN. When this number 

of parameters converges to a constant value during training (as well as the sum squared error and the sum squared 

weights), it can be considered that training has converged. 
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Fig. 3. Mapping of cavitation regimes on a NACA0015 foil (Re=6.5.105 )[4] and data set used for training and testing the ANN. 



In the present case, the sample set is arbitrarily divided into a training set of 21 cases, and a test set of 8 cases. This 

arbitrary data division is performed several times to check the ANN performance in learning and testing with different 

sets of data. The results of one typical learning/testing process are shown hereafter. In general, the training converges 

after about 2000 iterations, and the final trained network uses about 40 parameters out of the total 130 weights and 

biases of the ANN. In figures 4 and 5, it can be immediately seen that the training for Cl and Cd has not suffered 

overfitting: the average error of Cl is reduced from 19% to 1.7%, and from 56% to 39% that of Cd. In case of overfitting, 

these values drop below 0.1% for the training set, but the generalization capabilities turn out to be very poor, with very 

large errors during the test phase. 

 

 

Fig. 4. Training and testing of the ANN for the lift coefficient. 
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Fig. 5. Training and testing of the ANN for the drag coefficient. 

It is worth noticing that the drag coefficient Cd is generally harder to calculate than the lift coefficient Cl, therefore 

the use of a cheaper CFD affects the precision on the calculates values of Cd more. In addition, being this coefficient 

smaller than Cl, the relative errors become still larger. In addition, in the present case, it can be observed that the 

learning algorithm has achieved good generalization properties (right hand side of figures 4 and 5): the correction of the 

coefficients allows reducing the average error from 16% to 3% for Cl, and from 35% to 8% for Cd. Repeating the 

training/testing process on several arbitrarily divided data samples shows that the algorithm is quite robust. However, 

the data division may occasionally be such that one region of the cavitation map is badly covered during training. We 

are currently generating more data samples to avoid this problem, and make the ANN independent of the data sample 

size. 



 

5   Conclusions 

In this paper, we present an ANN based procedure for the correction of the values of the lift and drag forces on a 

NACA0015 cavitating foil obtained by a low computational cost CFD. The ANN is trained on a selected set of highly 

accurate results obtained by using a high performance CFD. The low cost CFD simulations use coarse grids and a 

RANS solver for the main flow, and a barotropic equation of state as cavitation model. The high performance CFD uses 

an Implicit Large Eddy Simulation (ILES) model with a suitably fine mesh for the main flow plus a Volume of Fluid 

(VOF) method for cavitation. The ANN is a multi-layer feed-forward network with 4 neurons in the input layer (, , 

Cl, Cd) and 2 neurons in the output layer (Cl, Cd).  

Due to the small size of the data sample used, we have opted for automated regularization in order to improve the 

generalization of the learning algorithm. The use of an ANN correction in conjunction with a low cost CFD model 

permits reducing the computational time by about two orders of magnitude with respect to a full two-phase code. In 

addition, the training of the ANN requires less than one minute. After correction the average error for Cl is reduced 

from 19% to 1.7%, and from 56% to 39% for Cd. These accuracy levels are compatible with a CFD code having a 

slightly lower precision than the high accuracy one used for training at a fraction of the cost of the proposed approach. 
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